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Figure 1: (a) Image of our HMD-camera setup, showing a user wearing the Brother AirScouter with adjustable Pupil-pro IR
eye-tracking camera. (b) A view of the four IR-LEDs (blue) rigidly attached to the HMD frame and two IR-LEDs (red) attached to the
camera. (c) Reflections of all LEDs on the cornea, where the red and blue circles correspond to those in b.

A BSTRACT

Index Terms: H.5.1 [[Information Interfaces and Presentation]:
Multimedia Information Systems]: Artificial, augmented, and virtual
realities—

Properly calibrating an optical see-through head-mounted display
(OST-HMD) and maintaining a consistent calibration over time can
be a very challenging task. Automated methods need an accurate
model of both the OST-HMD screen and the user’s constantly changing eye-position to correctly project virtual information. While some
automated methods exist, they often have restrictions, including
fixed eye-cameras that cannot be adjusted for different users.
To address this problem, we have developed a method that automatically determines the position of an adjustable eye-tracking
camera and its unconstrained position relative to the display. Unlike methods that require a fixed pose between the HMD and eye
camera, our framework allows for automatic calibration even after
adjustments of the camera to a particular individual’s eye and even
after the HMD moves on the user’s face. Using two sets of IR-LEDs
rigidly attached to the camera and OST-HMD frame, we can calculate the correct projection for different eye positions in real time
and changes in HMD position within several frames. To verify the
accuracy of our method, we conducted two experiments with a commercial HMD by calibrating a number of different eye and camera
positions. Ground truth was measured through markers on both the
camera and HMD screens, and we achieve a viewing accuracy of
1.66 degrees for the eyes of 5 different experiment participants.

1 I NTRODUCTION
In the very near future, a number of different OST-HMDs such
as Microsoft’s HoloLens, the Meta 2, Epson’s Moverio BT-300,
and Magic Leap will all likely be brought to market. Correct and
consistent augmentation of virtual content is a must, to ensure these
devices and related augmented reality applications are successful.
For this to happen, augmentations have to be calibrated based on
the individual user’s eye position, interpupillary distance, and everchanging eye-ball movements. One accurate approach is a manual
calibration of the user’s perspective to the coordinate system of the
HMD [21].
However, this manual process inherently has several major drawbacks, including the inability to deal with drift due to HMD movement on the head, the requirement for re-calibration, and a timeconsuming initial calibration. The subsequent introduction of eye
tracking methods into calibration frameworks has led to a number of automated approaches to deal with some of these problems.
This provides a unique solution to the problem of eye position
changing relative to the display. Automated approaches focus on
various aspects of this problem, such as spatial modeling of the
HMD-screen [13, 17] and the distortion of content caused by display
optics [11].
Still, one major drawback remains: Automated calibration methods assume that an eye-tracking camera is rigidly attached to the
HMD [10, 18]. This rigid attachment prevents the display from being adjusted for different users and eye positions to ensure the user’s
eyes are still visible and that the camera image is clear. Otherwise,
the estimated eye position cannot be applied in the HMD-calibration
process. This implies that another manual calibration of the display
to the camera will be necessary, breaking the automatic nature of
these methods. Ideally, an adjustable or movable camera should be
present to adapt to the user. However, accurate, automatic calibration
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and consistent augmentation despite camera adjustments and HMD
drift has yet to be achieved.
As a step towards this goal, we present a passive corneal imaging
calibration method that allows for both camera adjustments and
HMD drift over time. For this purpose, we have constructed an OSTHMD equipped with an adjustable camera as shown in Figure 1(a).
These devices also have embedded infrared (IR) LED constellations
on both the HMD and camera in order to automatically recover each
component’s position relative to each other and the eye. A summary
of our primary contributions include:
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• two experiments, comprising an evaluation of the technique
using simulated data and an evaluation with a commercially
available OST-HMD.

c

from a high resolution camera facing towards the user’s eyes at a
distance of up to one meter. One of our goals is to help validate this
approach for the case of OST-HMDs, and develop a method that can
be used in a real-time fashion. However, the problems associated
with a near-eye IR camera, virtual screen plane, and the use of IR
LEDs at close range are different to that with a static monitor and
markers. Additionally, we use a single eye for estimations, where
other approaches use two eyes [16]. Due to the HMD screen being
close to the face, projection errors can easily result in an incorrect
augmentation.
The main difference is that [16] estimates the eye pose from
the elliptical weak-perspective projection of the iris contour, and
recovers the reflection of the display through corneal imaging. Furthermore, [2, 16] have been tested under idealized conditions, with
ground truth and corresponding reflections already known with submm and sub-pixel accuracy. Achieving such a degree of accuracy
in practical conditions has not yet been demonstrated. As such, our
work is the first to be tested evaluated under practical conditions, so
it cannot directly be compared against the values found in previous
work.

R ELATED W ORK

The design of a solution for automated spatial calibration of OSTHMDs draws from research in different fields. These fall into several
primary categories, including OST-HMD calibration, catadioptric
camera systems, and eye-pose estimation. The following provides a
review of related work in these areas.
OST-HMD Calibration

OST-HMD spatial calibration determines the alignment of the HMDscreen pixels with incoming lightrays. This typically involves the
estimation of the intrinsic parameters and the pose of a camera
representing the eye relative to the HMD frame [3, 21]. This method
has been simplified [6] and expanded over the years to also cover
stereoview setups [5]. The drawback of this method is that it requires
the user to manually align content on the screen with the real world.
Recently, more sophisticated models propose to calibrate the
shape of the HMD screen, as a planar [10], a curved [17], or an unparameterized [13] surface. Itoh and Klinker [11] propose to model
the light transfer function of the HMD dependent on the eye position. Given the surface of the eye, automated OST-HMD calibration
methods have been proposed [10, 18]. Hereby, the eye position is
estimated by an eye-tracking camera that is rigidly calibrated to the
HMD frame.
2.2

E

Figure 2: The two-sphere eye model overlaid with the anatomical
cross section of the eye. The eyeball sphere approximates the shape
of the sclera and the corneal sphere that of the cornea.

• a practical design that can be used with existing commercial
devices and inexpensive eye-tracker setups, and

2.1

rC

Corneal
sphere

• extension of eye-pose estimation to recover the pose of an
adjustable camera and HMD using 5 or more IR-LEDs (3+ on
the HMD and 2+ on the camera),
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2.3 Eye-Pose Estimation
Eye-pose estimation methods recover the pose of the eye relative
to the camera. The respective pose can be either learned from the
appearance of the eye, or a mapping of eye features [8]. Alternatively,
the pose can be reconstructed either from the contour of the iris by
applying a predetermined eye-model [10, 14, 16] or from corneal
reflections of known 3D points [7, 19]. Hereby, at least 2 known
3D points are used to recover the position of the cornea, followed
by a fitting of either the detected pupil contour or the iris contour to
recover the orientation of the eye.
Our method is similar to existing methods in that the position of
the cornea is recovered from the reflection of two known IR-LEDs
followed by a reconstruction of the HMD pose.

Catadioptric Camera Systems

Catadioptric systems use a camera and mirror to observe a large field
of view reflected from the mirror’s surface. While a perspective camera has a single viewpoint, catadioptric systems either have a single
or multiple viewpoints, referred to as central or non-central systems,
respectively [20]. Calibration denotes the task of determining the
projection function, which comprises camera parameters, mirror
pose and shape. Catadioptric cameras are commonly central systems
with rigidly-attached parabolic mirrors that optimize imaging characteristics. Recently, Agrawal et al. [1, 2] have proposed methods that
calibrate the camera to a scene from a single image of its reflection
in multiple spheres of unknown radius, or a single sphere of a known
radius. As their methods estimate many parameters at the same
time, they require a large number of correspondences that are known
with high accuracy. Compared to this, the cornea is shaped similar
to an ellipsoid and modeled as a spherical mirror, which forms a
non-central catadioptric system that requires per-frame calibration
through eye pose estimation. Cornea-camera catadioptric modeling,
therefore, benefits from the theory of catadioptric imaging, however,
requires handling of the individual and complex nature of the eye.
One of the works that inspired our approach is that of Nitschke et
al. [16]. This describes the pose estimation of a static display and

3 E YE M ODEL
A variety of eye models have been developed over the years. We use
the two-sphere eye model due to the simplicity and it’s establishment
in eye analysis applications [10, 16, 18]. The two-sphere model
(Figure 2) approximates the surface of the sclera as a sphere E,
and the surface of the cornea as a second, smaller sphere C of a
radius of 7.8 mm. The center of the larger sphere E is the center of
rotation of the eye and the ray through E and C, the center of the
cornea, is the optical axis of the eye o. The actual gaze direction,
the visual axis of the eye, g, intersects the optical axis at the nodal
point. The position of the nodal point changes depending on the
focused distance, however it remains within the proximity of C. We
thus follow the assumption that C is the center of projection of the
eye [7].
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Figure 4: The LED L is reconstructed as the point closest to multiple
reflected rays v that result from multiple observations of the cornea C.
(based on [15])

Figure 3: For an LED located at P, the back-projection b of the
corresponding pixel p will intersect the corneal sphere with a radius
rC located at C in R. The reflected ray u will intersect P only if the
distance dTC along r is correct.

estimation of the distance dTC from the camera position T to C in
Figure 3. For a given distance dTC the backprojected ray u1 intersect
the cornea in R1 where it reflects as v1 . If dTC is the correct distance
from the camera to the cornea, the ray v1 should intersect P1 , thus

The surface of the eye displays varying degrees of reflectivity.
While the sclera is mostly diffuse, with strongly distorted reflections,
the cornea is covered by a thin reflective layer, which allows clear
reflections on its surface, thus, enabling the detection of glints. Although the asphericity of the cornea increases with distance from the
apex (the intersection of the optical axis with the cornea surface), the
spherical representation is sufficient to be applied in this work. The
actual shape of the cornea can be recovered through medical examinations, e.g., with an ketatometer, or reconstructed with dedicated
algorithms, e.g., [4].
4

v1 × (P1 − R1 ) = 0.

Reformulating leads to a 6th-degree polynomial equation of dTC
with 2 imaginary, 2 negative and 2 positive solutions. Eliminating
the incorrect results, leads to 2 possible distances. In the same
way, a solution can be acquired for the second LED. The result is
the median of all possible solutions and can be further refined by
minimizing the re-projection error.
The estimated cornea position, C, is used in the second part of
the estimation to reconstruct the 3D position of the LEDs attached
to the HMD frame.

HMD P OSE E STIMATION

In this section we explain the our solution for automated spatial
re-calibration of the eye-tracking camera. Agrawal et al. [1, 2] have
proposed solutions that require the pose of the scene reflected off
of a spherical surface from at least 8 correspondences, in our case
the LED reflections. As it is problematic to arrange a sufficient
number of LEDs on the HMD screen, we use a different approach.
Our approach consists of two steps, first an estimation of the cornea
position, followed by the recovery of the HMD pose. A similar
approach has been explored in [16] for camera-display calibration
from the reflection of screen content in a user’s eye.
4.1

(1)

4.2

HMD Pose

Although it is possible to recover the pose of the HMD from a single
frame, e.g., [2], multiple frames reduce the number of required LEDs
and improve the robustness of the estimation. Figure 4 shows our
approach for reconstruction of the HMD-pose from multiple frames.
For an LED attached to the HMD and located at L, the corresponding glint is detected as l in the camera image. The back-projected
ray from l, reflects on the estimated cornea in R as a ray v. Given
n frames, the reflected rays vi , i = 1 . . . n, should intersect in L [15]
and Eq. 1 should hold for all frames.
For frame i Equation 1 can be reformulated in the form
Ai L − bi = 0, where Ai is the matrix-notation of vi × and bi =
vi × Ri . L can be estimated from n frames through the pseudoinverse as

Cornea Position Estimation

Estimation of the cornea position is a well studied and applied
method in eye-pose estimation methods, in particular in methods
based on pupil center corneal reflections (PCCR) ([7]). Hereby,
at least two known 3D points and their reflection into the camera
are required. In our case, these known points are the LEDs rigidly
attached to the camera board. Their respective position relative to
the camera can be calibrated beforehand and does not change, even
if the pose of the camera is adjusted by the user. In the following we
explain the estimation of the cornea position (given a known radius
rC ).
Let the 3D position of an LED be denoted by P. Light from
the LED reflects on the surface of the cornea C in R and projects
into the camera T as a bright glint. The center p of the detected
glint can be assumed to correspond to the center of the LED.
According to Snell’s law, P, R and T, the position of the camera T , lie in a plane π. The normal of the plane π can be described by n = (R − T) × (P − T) = u × (P − T), where u is the
back-projection of p.
Planes π1 and π2 that are described by the known LEDs have in
common the center of the cornea C, and T. Thus the ray r from T
towards C can be determined as the intersection of the planes π1
and π2 , described as r = n1 × n2 . We visualize the concept of the

L = (AT A)−1 AT b,

(2)
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(3)

where

Given matches of the reconstructed LEDs T L and their known
position on the HMD H L, the transformation TH T that transforms
the points H L into T L can be estimated through absolute orientation
estimation [9].
This transformation is likely to contain some error, as the reconstructed 3D points will not necessarily satisfy the constraints
imposed by the known position of the LEDs relative to each other.
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(a)

Therefore, we performed a simulation to evaluate how various
noise levels can impact the results of the estimation. The simulation
was designed according to the eye model, with the cornea represented by a sphere with a radius of 7.8 mm. The intrinsic parameters
of the camera used in the simulation as well as the position of the
LEDs was set identical to the values obtained in the real experiment.
The position of the LEDs on the display was described by a transformation Tg . The transformed points were then reflected on the cornea
located at C and projected into the camera. We, thus, obtained the
pixels pC corresponding to the LEDs attached to the camera, and
pH , the pixels of the projection of the reflected HMD LEDs.
The accuracy of the cornea position estimation has been studied
in the context of eye-pose estimation as well as OST-HMD calibration [18]. We therefore investigated how the estimated HMD pose
was influenced by the error in the LED position calibration, LED
glint detection, cornea position estimation, and finally an incorrectly
estimated cornea radius.
We perturbed all pixel values with an error of
σ2 = {1, 3, 5} pixel, the known 3D position of the LEDs
with noise σ3 = {0, 0.5, 1, 3} mm, and the position of the cornea
with an error of σC = {0, 0.5, 1, 1.5} mm. For each error we first
determine a random error direction that is then scaled to the error
magnitude.
We observe the following noise combinations:

(b)

Figure 5: Images of the experiment environment, showing (a) the
HMD and Optitrack system with labels, and (b) a side view of the
experiment procedure.

We further refine the estimated transformation by minimizing the
error function as defined by
e = arg min
TT
H

1 n m
∑ ∑ k f (TH T, H L j , i) − pi, j k,
nm i=1
j=1

(4)

where f is a re-projection function that first applies the transformation TH T to given point H L j , reflects the transformed point on
the cornea in frame i and projects it into the camera, and pi, j is the
position of the corresponding glint of the j-th LED in the i-th frame.

• no noise in the LED position, similar degree of noise for the
pixel location and cornea position,
• no noise in the cornea position, similar degree of noise for the
pixel location and LED position, and

5 E XPERIMENTS
Simply put, our experimental goals are to track the eyes and corneal
reflections of different individuals with a number of different camera
and HMD positions. Using this data, we reconstruct the user’s eye
and HMD relative to the camera. We also use an outside-in IR-based
tracking system (OptiTrack1 ) to track the position of the HMD in
the environment, as shown in Figure 5.

• similar degrees of error applied to all elements.
We omit the evaluation if no 2D noise is present, as the center of
the estimated glint is likely to deviate from the actual center. We
evaluate every constellation for 20 iterations, each with 9 frames.
We compare the ground-truth transformation Tg = {Rg , tg } with
the estimated transformation Te = {Re , te } as follows:
The angular errors {α, β , γ} are described as

5.1 Setup Calibration
For our experiment we require the following spatial relationships to
be known:

Rz (γ)Ry (β )Rx (α) = RTe Rg ,

• the positions of the camera LEDs relative to the eye-tracking
camera, and

(5)

where Rx (α) is the rotation around the x-axis, Ry (β ) the rotation
around the x-axis, and Rz (γ) the rotation around the z-axis. Hereby,
the axes correspond to the coordinate system of the eye-tracking
camera T . We furthermore determine the root-mean-square (RMS)
error between the transformations Tg and Te according to [12] as

• the positions of the HMD LEDs relative to the HMD frame.
To determine the positions of the LEDs relative to the eye-tracking
camera, we took multiple images of a mirrorball with a radius of
8 mm placed in front of the camera. We manually selected the
contour of the mirrorball against a high contrast background and
reconstructed its 3D position as described in [22]. The position of
the LEDs was then recovered using the same approach, as described
in Eqs. (1)-(3).
To acquire a ground truth that is independent of the camera and
can also be used to evaluate our method, we used the OptiTrack
tracker with four IR cameras to track the sets of IR markers, several
of which were attached to a tip-tool and the HMD. By anchoring the
tip-tool to the LEDs and moving it in various directions, we acquired
multiple stable observations. These also contained a small degree of
noise, as could be expected during practical use. The ground truth
LED position was calculated as the mean of all measurements.

r
eRMS =

1 2
R tr(MT M) + (t + MO)T (t + MO),
5

(6)


M
0

(7)

where

t
= Te T−1
g − I4×4 ,
0

I4×4 is the 4×4 identity matrix, tr(A) the trace of a matrix A, O the
origin and R the radius of the evaluated space. We used O = (0 0 0)T
and R = 1 m.
The results of our simulation are shown in Table 1. Our results
show that the estimation succeeds if only small degrees of error are
present. However, the medium and large error levels clearly result in
an incorrect estimation. Based on these errors, both the accuracy of
the estimated LED position and the estimated cornea position will
have a similar impact on results.

5.2 Pilot Experiment with Simulated Noise
Prior to conducting the main experiments, we ran an evaluation on
virtual data with simulated noise to verify the potential applicability
of our method. This also gave us an idea of how noise in each part
of the process might affect the results.
1 https://www.optitrack.com/
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Table 1: Mean rotational [deg], translational and RMS errors [mm]
depending on the applied degrees of noise.
noise
no LED, small
no LED, medium
no LED, large
no cornea, small
no cornea, medium
no cornea, large
small
medium
large

α
3.81
10.45
14.13
11.52
21.02
42.96
8.21
39.43
57.72

β
9.98
15.66
29.72
4.11
3.05
18.06
15.2
30.05
18.93

γ
3.831
8.04
15.5
9.35
17.08
29.13
5.84
36.60
29.07

x
2.84
2.08
7.16
3.66
10.39
25.08
6.26
23.07
11.38

y
2.27
3.08
6.43
5.04
8.02
7.90
1.33
15.20
30.06

z
5.42
11.31
17.15
4.40
12.67
36.43
3.29
6.68
21.66

Table 2: Mean rotational [deg], translational [mm] and RMS errors
[mm] for each participant.

RMS
129
238
399
179
325
515
218
481
697

Participant
1
2
3
4
5

β
3.82
4.00
8.65
3.96
2.91

γ
0.33
0.61
1.89
0.37
0.52

x
2.8
2.83
3.18
3.74
3.80

y
2.58
2.53
4.14
5.39
3.31

z
2.44
1.55
5.84
8.64
6.17

RMS
63
59
101
56
64

the estimation failed in 28% of the observed cases, due to the ray
intersecting behind the user’s eyes, rather than in front.
Although the estimated HMD pose does not perfectly coincide
with ground truth, it is very close and outperforms the results observed in our simulation. Additionally, we investigate how the offset
impacts the position of the augmentation on the HMD screen. To
evaluate what impact the error in the estimated screen pose would
have on an AR experience, we computed the angular error between
estimated poses from the user’s perspective. As we assume that the
HMD-screen can be modeled as a static plane rigidly attached to the
HMD, it is sufficient to determine the angular offset of the IR-LEDs,
as this error would propagate to the HMD-screen. For each recorded
frame i, we determine the angular error as

5.3 Primary Experiments
To get an idea of how well our calibration would work in practice,
we created a setup with a commercially available display. The setup
is shown in detail in Figure 5, and specifications are as follows:
•
•
•
•

α
3.90
3.38
2.00
2.95
4.90

Brother AirScouter (800×600 px) with an IR tracking target
4x HMD-mounted 960 nm IR-LEDs
Pupil-labs camera with 6 DoF adjustable arm/platform
OptiTrack 4x camera tracking system

Our setup was evaluated with 5 participants (participant 2 had
corrective eye surgery) and 2 camera positions. For simplicity we
fixed the camera focal distance and asked users to hold the HMD
so that the eye remained approximately focused throughout the
experiment. As such, users supported the HMD with their hands,
so both shifting and drift of the setup were allowed. The camera
mount was first rigidly affixed in its first position, after which the
participant was asked to align 10 points on the HMD-screen with
an IR marker in the environment. The order and the position of the
points on the HMD screen was the same for all participants. After
each alignment, the following information was recorded:
• the position of the target relative to the HMD (from the external
tracker), and

eang = acos((Pg − Ci )T (Pe − Ci )),

(8)

where Pg is the LED reconstructed with the mirrorball and Pe the
position of the LED reconstructed from the user’s eyes. On average
the error was only 1.66 deg (stddev = 0.86 deg). Note that this error
is calculated from the LEDs that surround the HMD-screen. As such,
we expect that the actually observable error will be less noticeable.
Furthermore, we did not exclude any frames of the recorded frames,
which may have been beneficial to exclude frames where the position
of the cornea was incorrectly estimated.
6 D ISCUSSION
The dominant error of the estimated HMD pose is along the z-axis.
As such, it is very likely that this is the result of an incorrect assumption of cornea size. As was shown in [22], an incorrectly estimated
cornea radius will mainly impact the offset along the z-axis while
the direction of the reflected rays will not be affected. Assuming this
is the case, displacement along the z-axis is proportional to the error
in the estimated size of the cornea. Correspondingly, the intersection
of the reflected rays is displaced along the z-axis. Similar behavior
was also observed in our experiment. A personalized estimation of
the cornea size may improve the results and allow a more precise
estimation of the correct cornea position. For example, the size of
the cornea can be estimated for a known HMD-camera system and
subsequently used. Alternatively, the error function in Eq. 4 could
be modified to also incorporate an estimation of the cornea size,
so as to minimize the overall error. However, this may decrease
robustness against outliers and noise.
Two limitations of the current method include the requirement of
a minimum number of LEDs that must be consistently visible and
the inability to estimate the pose of the HMD if the LEDs attached
to the camera are not visible. Further limitations are the screen
model used in the evaluation as well as an imperfect eye model.
However, the accurate reconstruction of the HMD pose can also
support the recovery of a more detailed eye-model over time. On the
other hand, if an initial pose has been reconstructed, drift detection
can be used to re-estimate the pose of the screen. More testing
would be necessary to determine how error-prone such an estimation
would be. Although we evaluated the method with IR-LEDs, images
taken under natural light could also be utilized through corneal
imaging, e.g., by replacing the IR-LEDS with colored LEDs and
using matches between content shown on the HMD-screen and its
detected reflection on the cornea.

• the eye image captured by the camera.
After eye images were acquired, we also reconstructed the LEDs
with an 8 mm radius mirrorball. The position of the mirrorball was
then estimated from the calibrated position of the LEDs attached to
the camera. Reconstructed LED points were then used to acquire the
best approximate pose using the previous calibrated LED position,
which was assumed to be the ground truth.
We evaluated the estimated HMD pose similarly to the evaluation
of the simulation. Namely, we determined the RMS error of the
estimation compared to the pose obtained from the position of the
LEDs obtained with the tip-tool.
5.4 Estimated Transformation
The ground truth transformation H
T T for each session is computed
as the transformation from the points reconstructed with the mirrorball into the points reconstructed with the tip-tool. For each
participant, we compute eRMS according to Eq. 6. We achieve
a mean error of α = 3.42 deg (stddev = 1.45 deg), β = 4.67 deg
(stddev = 2.46 deg), γ = 0.74 deg (stddev = 0.63 deg). The translational offset was 7.38 mm (stddev = 4.76 mm) and the mean
eRMS = 69 mm (stddev = 20 mm). Values for each participant are
shown in Table 2. Additionally, we investigate how the increasing
number of errors influence results. For participant 3, one of the
sessions consisted of 15 recorded frames, out of which only the first
10 were used in the main evaluation.
To evaluate stability, we randomly selected 10 combinations of
i frames each, out of all available frames. The calculated pose
was then compared with the Tg . We display the magnitude of the
rotational error, and the translational offset in Fig. 6. The error
stabilizes after approximately 6 frames, however strong outliers can
be observed over the entire interval. If only 2 frames were used,
98

20

10

α
β
γ

18

6

14

4

12

2

10
8

0
−2

6

−4

4

−6

2
0

x
y
z

8

error [mm]

error [deg]

16

−8

2

3

4

5

6

number of observations

7

8

9

−10

10

2

3

4

5

6

7

8

9

10

number of observations

(b)

(a)

Figure 6: (a) The angular and (b) translational offset between the reconstructed HMD pose depending on number of observations.
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In this paper, we present an automated method for spatial calibration
of an eye-tracking camera and OST-HMD system that uses 2 or
more IR LEDs that are rigidly attached to the camera and 3 or more
IR LEDs on the HMD frame. Using this method, we can accurately
determine the position of the cornea through PCCR and estimate
the display from the relative position of the LEDs. We achieve an
accuracy of 6.23 deg and 7.38 mm, which results in a misalignment
from the user’s perspective of only 1.66 deg. Our method shows
potential to simplify and enable automated OST-HMD calibration
and accurate eye-gaze tracking despite camera movements and HMD
drift. These results also indicate that errors in the estimated screen
plane of the HMD from the user’s perspective are very small. We
plan to investigate how different models of the HMD screen as
well as different types of HMDs impact results, for example by
comparing the Epson Moverio BT200, which can be modeled as a
3D surface, and the AirScouter, which is presented at infinity.
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